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Abstract. In the software maintenance process a considerable amount of 
information needs to be managed. This information often comes from diverse 
and distributed sources. However, very few software companies use knowledge 
management techniques to efficiently manage this information. This work 
presents a multi-agent architecture designed to manage the information and 
knowledge generated during the software maintenance process. The 
architecture has different types of agents, each devoted to a particular type of 
information. Agents can use different techniques to generate new knowledge 
from previous information and to learn from their own experience. Thereby, the 
agents can become experts in the type of knowledge they are responsible for 
and can communicate with each other to share this knowledge. 

1   Introduction 

The software maintenance process involves considerable effort and costs. In fact, this 
process is considered the most expensive of the software development life-cycle [11]. 
On the other hand, maintenance work requires the management of a large amount of 
information and knowledge [5, 8]. This information often comes from diverse sources 
such as the products to be maintained, the people who work in this process, and the 
activities performed to update and evolve the software. However, very few software 
companies use knowledge management techniques to manage this information 
efficiently. Appropriate knowledge management would help software companies 
improve performance, control costs and decrease effort by taking advantage of 
previous solutions that could be reused to avoid repeating previous mistakes [5]. This 
work presents a multi-agent architecture designed to manage the information and 
knowledge generated during software maintenance. The content of this paper is 
organized as follows: Section 2 justifies the need for knowledge management in 
software maintenance. Section 3 presents the architecture designed to encourage and 
facilitate the reuse of knowledge and previous experience in software maintenance, 
and an initial implementation of the architecture. Finally, conclusions and future work 
are presented in Section 4. 
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2   Knowledge Problems in Software Maintenance 

Maintenance engineers need different kinds of knowledge to perform their job. In the 
course of their activities different types of maintenance could be required: corrective, 
perceptive, adaptive or preventive. Each type of maintenance has its own features but 
all of them follow a similar process, summarized in Figure 1: The maintenance 
engineer receives the request for modification. Then, s/he identifies which parts of the 
system should be modified and the modules affected by this modification. With this 
information s/he plans the activities to be performed. The engineer, unconsciously, 
takes advantage of his/her experience to carry out all these tasks. During this process 
s/he might consult other resources, such as a person who has already solved a similar 
problem or who has worked with that software before, alternatively s/he will consult 
documentation related to the software to be modified. But the problem arises when 
any of these sources of information is not accessible because either the employees 
with experience have left the organization [3], there is not enough documentation, or 
this is not up to date [13]. In these cases, the engineer will analyse the source code [6] 
which often requires considerable effort. In fact, sources of knowledge are sometimes 
so difficult to find that the maintenance engineer often choose to go directly to the 
code. So it is important to provide mechanisms to support the compilation and 
management of the knowledge generated during the software maintenance process, in 
order to avoid its loss and to foster the reuse of information and lessons learned. 

Fig. 1. Knowledge sources that help the maintenance engineer to do his/her job 

Frequently, information sources are often not consulted because of people ignore  
their existence or location. Moreover, sometimes the organization itself is not aware 
of the location of the pockets of knowledge or expertise [10]. This is the number one 
barrier to knowledge sharing [14]. We observed this problem in two case studies 
carried out in two software maintenance teams. The study showed that on many 
occasions, organizations have documents or people with the information or 
knowledge necessary to support or help the maintenance engineers to do their 
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activities, but either the latter did not know that other documents or people could have 
provided useful information to help them to complete the assignment or the people 
with useful information did not know what the latter was working on. 

In order to address these problems, we are designing a multi-agent system that 
acquires and manages information generated during the software maintenance 
process. The multi-agent architecture of the system is described in the next section. 

3   The Multi-agent Architecture 

There are several reasons why agents are good technical alternatives for knowledge 
management software [15]. First of all, agents are proactive. This means they act 
automatically when it is necessary. One of the obstacles to implementing knowledge 
management in software organizations is that employees do not have time to 
introduce or search for knowledge [8]. During their daily work, different kinds of 
knowledge and experiences are created, but not captured in a formal way, they are 
only in the engineer’s head. In order to reduce the loss and waste of knowledge in 
software maintenance, it is important to avoid this problem, but without increasing the 
maintainer’s work. Agents, because they are proactive, can capture and manage 
information automatically. For example, acting like a personal assistant that knows 
the engineer’s profile and identifies the needs of knowledge and search for sources 
that can help the engineer to fulfill his/her job [9]. 

Moreover, agents can manage both distributed and local knowledge. This is an 
important feature since the software maintenance knowledge is generated by different 
sources and often from different places.  

Another important issue is that agents can learn from their own experience. 
Consequently, the system is expected to become more efficient with time since the 
agents have learnt from their previous mistakes and successes [9].  

Finally, in a multi-agent system each agent may utilize different reasoning 
techniques depending on the situation. For instance, they can use ID3 algorithms to 
learn from previous experiences and case-based reasoning to advise a client how to 
solve a problem. 

3.1   Architecture’s Description 

In order to design the multi-agent architecture, we have followed MESSAGE, a  
Methodology for Engineering Systems of Software Agents [4]. MESSAGE proposes 
different levels of analysis. At level 1 analysis focuses on the system itself, 
identifying the types of agents and roles, which are described in the next paragraphs. 

The architecture has five main types of agent (see Figure 2): staff, product, client, 
project and directory agents. 

The staff agent is a mediator between the maintainer and the system. It acts like an 
assistant to the maintenance engineer (ME). The rest of the agents of the system 
communicate with the ME through this agent. The staff agent monitors the ME 
activities and requests the KMA to search for knowledge sources that can help the 
ME to perform his/her job. This agent has information that could be used to identify 
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the ME profile, such as which kinds of knowledge or expertise s/he has or which 
kinds of sources s/he often consults. 

The product agent manages information related to a product, including its 
maintenance requests and the main elements that integrate the product 
(documentation, source code, databases, etc.). The main role of this agent is to have 
updated information about the modifications carried out in a product and the people 
that were involved in it. 

When the product agent receives a maintenance request sent by a client, it creates 
a new project and proposes the tasks that must be done in order to fulfill the request. 
The agent also proposes the most suitable people to perform those tasks and sends the 
proposal to the staff agent in charge to assist the ME that plays the role of project 
manager. The staff agent informs the ME of these proposals, and s/he decides if the 
proposal is accepted or modified. Once the proposal has been accepted, the project 
agent starts to work. 

Each project is managed by a project agent, which is in charge of informing the 
ME’s involved in a project about the tasks that they should perform. To do this, the 
project agents communicate with the staff agents. The project agents also control the 
evolution of the projects. 

Fig. 2. Agent based architecture for a software maintenance knowledge management system 

The client agent manages information related to the maintenance requests or error 
reports performed by a client. There is one agent of this kind per client. Its main role 
is to assist them when they send a maintenance request, directing it to the 
corresponding product agent. Another important activity of this agent is to inform the 
client about the state of the maintenance requests sent previously by him/her, by 
consulting the project agents in charge of this request. 

The directory agent manages information required by agents to know how to 
communicate with other agents that are active in the system. This agent knows the 
type, name, and electronic address of all active agents. Its main role is to control the 
different agents that are active in the system at each moment. 
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Two auxiliary types of agents are considered in the architecture, the Knowledge 
Manager Agent (KMA) and the Knowledge Source Manager Agent (KSMA). 

The KMA is in charge of providing support in the generation of knowledge and 
the search of knowledge sources. This kind of agent is in charge of managing the 
knowledge base. The staff KMA generates new knowledge from the information 
obtained from the ME’s in their daily work. For example, if a ME is modifying a 
program developed in the Java language, the KMA can infer that the ME has 
knowledge of this language and add his/her name to the knowledge base as a possible 
source of knowledge about Java. On the other hand, the product KMA generates 
knowledge related to the activities performed on the product. It could identify patterns 
on the modifications done to the different modules. For example, it could detect that 
there are modules or documents that should be modified or consulted when a specific 
module is modified, and in this way, it could indicate which modules or programs can 
be affected by the changes done on others. 

Finally, the KSMA has control over the knowledge sources, such as electronic 
documents. It knows the physical location of those sources, as well as the mechanisms 
used to consult them. Its main role is to control access to the sources. The documents 
located in the workspace of the ME’s, or those that are part of a product, such as the 
documentation of the system or the user documentation, are accessed through this 
agent. The KSMA is also in charge of the recovery of documents located in places 
different from its workspace. If those documents are managed by another KSMA, the 
first KSMA should communicate with the other to request the documents. 

3.2   Implementation of the Architecture 

To evaluate the feasibility of the implementation of the architecture, we have 
developed a prototype. The requirements were obtained from scenarios identified in 
the two case studies previously mentioned. 

The information managed by the prototype was obtained from one of the 
organizations where the case studies were performed. The prototype was tested 
specifically following the scenario described next. 

First, the maintenance engineers see a list of the projects they are assigned. These 
are shown by the staff agent through its GUI. When an engineer selects one project, 
an event is triggered and captured by the staff agent, which obtains the information of 
the project, identifies knowledge topics (system and module where the problem 
appeared, kind of problem, etc.) and generates some rules to request the KMA to 
search for knowledge sources. To create the rules, the staff agent tries to identify the 
knowledge that the engineer would need to carry out the assignment. Also the agent 
considers the types of sources the engineer consults, assigning more relevance to the 
sources that the engineer consults most frequently. When the search has finished, the 
KMA sends a message to the staff agent informing it about the sources found. The 
staff agent displays a message with the number of sources found in order to inform 
the engineer. Finally, if the maintenance engineer wants to look for the sources found, 
s/he chooses a button in the staff agent GUI, and the agent will display a window with 
the list of sources grouped by kind (see Figure 3). When the maintainer selects one 
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source from the list, the window shows some information related to that source: 
location, knowledge that it has, etc. 

JADE was chosen as the platform for implementing the multi-agent prototype, 
since it is FIPA compliant, and provides mechanisms which define ontologies and 
content languages that make it easy to develop the language for agent communication. 
Moreover, JADE has applications which monitor some of the agent behaviours [2]. 

As shown in the architecture presented in Figure 2, the prototype has two types of 
repositories of information. One is where local information related to specific tasks is 
stored and the other is a global repository where more generic knowledge is stored. 
Data are represented as XML documents and managed by XINDICE, a XML 
database [1]. The data are classified following an ontology for software maintenance 
proposed in [12], which is an extension of that of [7]. 

Fig. 3. Window that shows the list of knowledge sources found 

4   Conclusions and Future Work 

This paper presents an architecture for a multi-agent system in charge of storing and 
managing knowledge, expertise and lessons learned generated during the software 
maintenance process. The architecture of the system is formed from different kinds of 
agent in charge of managing a specific type of knowledge, thus they can become 
expert in a particular kind of knowledge and share it with others when they need it. 
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A initial prototype has been developed in order to test whether it is feasible to 
implement a knowledge management system for software maintenance based on the 
proposed architecture. The prototype enable us to track scenarios that show how a 
knowledge management tool can help to solve some of the problems detected in the 
case studies. For instance, how to find experts. Once this prototype is finished we are 
planning to perform a case study to evaluate how the system is perceived by a 
software maintenance group and how it can be improved. 
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